ANEKA AS PAAS(CLOUD COMPUTING)

1. Mr. B.Suresh Kumar*
   Lecturer
   Amity University, Rajasthan

2. Mr. Girish Paliwal
   Lecturer
   Amity University, Rajasthan

3. Mr. Manish Raghav
   Lecturer
   Amity University, Rajasthan

4. Mr. Sudeep Nair
   Student
   Amity University, Rajasthan

Abstract— Platform as a service is the category of cloud computing. Aneka is a platform for deploying Clouds developing applications on top of it. It provides a runtime environment and a set of APIs that allow developers to build .NET applications that leverage their computation on either public or private clouds. Aneka is the ability of supporting multiple programming models that are ways of expressing the execution logic of applications by using specific abstractions. Aneka is an Application Platform-as-a-Service (PaaS) for Cloud Computing, which offers a runtime environment and a set of APIs that enable developers to build customized applications by using multiple programming models such as Task Programming, Thread Programming and Map Reduce Programming. Aneka provides a number of services that allow users to control, auto-scale, reserve, monitor and bill users for the resources used by their applications. Aneka is its support for provisioning resources on different public Cloud providers such as Amazon EC2, Windows Azure and Go Grid

Keywords— Aneka, PaaS(Platform-as-a-service); .Net Framework; API(Application program interface); Cloud, Anatomy.

I. INTRODUCTION

Platform as a Service is the category of cloud computing which provides the computing services and also solutions. Platform as a service includes Software as a service(SaaS) and Infrastructure as a service(IaaS) which combines together for the purpose of customer to create software tools. Aneka is one of the cloud computing platform for deploying Clouds and developing applications on top of it. It provides a runtime environment and a set of APIs(Application Program Interface) that allow developers to build .NET applications that leverage their computation on either public or private clouds.

Aneka allows servers and desktop PCs to be linked together to form a very powerful computing infrastructure. Aneka is a workload distribution and management platform that accelerates applications in Microsoft .NET framework environments. It simplifies the development of distributed applications by providing a collection of different ways for expressing the logic of distributed applications, a solid infrastructure that takes care of the distributed execution of applications, and a set of advanced features such as the ability to reserve and price computation nodes and to integrate with existing cloud infrastructures such as Amazon EC2. Some of the key advantages of Aneka over other GRID or Cluster based workload distribution solutions include: rapid deployment tools and framework, ability to harness multiple virtual and/or physical machines for accelerating application result provisioning based on QoS/SLA support of multiple programming and application environments simultaneous support of multiple run-time environments built on-top of Microsoft .NET framework

A. Public Clouds

A public cloud encompasses the traditional concept of cloud computing, having the opportunity to use computing resources from anywhere in the world. The clouds can be used in a so called pay-per-use manner.

B. Private Clouds

Private clouds are normally data centers that are used in a private network and can therefore restrict the unwanted public to access the data that is used by the company.

Fig:1 Paas

II. ARCHITECTURE

Aneka is a platform and a framework for developing distributed applications on the Cloud. It harnesses the spare CPU cycles of a heterogeneous network of desktop PCs and servers or data centers on demand. Aneka provides developers with a rich set of APIs for transparently exploiting such resources and expressing the business logic of applications by using the preferred programming abstractions. System administrators can leverage on a collection of tools to monitor and control the deployed infrastructure. This can be a public cloud available to anyone through the Internet, or a private cloud constituted by a set of nodes with restricted access. Aneka is a .NET-based application development Platform-as-a-Service (PaaS), which offers a runtime environment and a set of APIs that enable developers to build customized applications by using multiple programming models

A. Overview

The Aneka based computing cloud is a collection of physical and virtualized resources connected through a network, which could be the Internet or a private intranet. Each of these resources hosts an instance of the Aneka Container representing the runtime environment in which the distributed applications are executed. The container provides the basic
management features of the single node and leverages all the other operations on the services that it is hosting. In particular we can identify fabric, foundation, and execution services. Additional services such as persistence and security are transversal to the entire stack of services that are hosted by the Container. At the application level, a set of different components and tools are provided to: Simplify the development of applications (SDK); Porting existing applications to the Cloud; and Monitoring and managing the Aneka Cloud.

Fig.1: overview of aneka

An Aneka based Cloud is constituted by a set of interconnected resources that are dynamically modified according to the user needs by using resource virtualization or by harnessing the spare CPU cycles of desktop machines. If the deployment identifies a private Cloud all the resources are in house, for example within the enterprise. This deployment is extended by adding publicly available resources on demand or by interacting with other Aneka public clouds providing computing resources connected over the Internet. The heart of this infrastructure is the Aneka Container which represents the basic deployment unit of Aneka based clouds. Some of the most characteristic features of the Cloud Computing model are:

flexibility, elasticity (scaling up or down on demand), and Pay as per usage. The architecture and the implementation of the Container play a key role in supporting these three features: the Aneka cloud is flexible because the collection of services available on the container can be customized and deployed according to the specific needs of the application. It is also elastic because it is possible to increase on demand the number of nodes that are part of the Aneka Cloud according to the user needs. The integration of virtual resources into the Aneka Cloud does not introduce specific challenges: once the virtual resource is acquired by Aneka it is only necessary to have an administrative account and a network access to it and deploy the Container on it as it happens for any other physical node. Moreover, because of the Container being the interface to hosting node it is easy to monitor, meter, and charge any distributed application that runs on the Aneka Cloud.

B. Anatomy of the Aneka Container

The Container represents the basic deployment unit of Aneka based Clouds. The network of containers defining the middleware of Aneka constitutes the runtime environment hosting the execution of distributed applications. Aneka strongly relies on a Service Oriented Architecture and the Container is a lightweight component providing basic node management features. All the other operations that are required by the middleware are implemented as services. Such as Fabric Services, Foundation Services, Execution Services, Transversal Services.

C. Fabric Services

It defines the lowest level of the software stack representing the Aneka Container. They provide access to the resource provisioning subsystem and to the hardware of the hosting machine. Resource provisioning services are in charge of dynamically providing new nodes on demand by relying on virtualization technologies, while hardware profile services provide a platform independent interface for collecting performance information and querying the properties of the host operating system and hardware. These services rely on the Platform Abstraction Layer (PAL) that allows the Container to be completely independent from the hosting machine and the operating system and the whole framework to be portable over different platforms.

D. Foundation Services

It represent the core of the Aneka middleware on top of which Container customization takes place. Foundation services constitute the pillars of the Aneka middleware and are mostly concerned with providing runtime support for execution services and applications. The core of Aneka addresses different issues Resource reservation; Storage management; Licensing, accounting, and pricing;

D.1. Directory and Membership

It is responsible for setting up and maintaining the Information about the nodes and the services constituting the Aneka Cloud. These services include
Resource reservation identifies the ability of reserving a set of nodes and using them for executing a specific application. The ability of reserving compute resources two different components have been implemented: Reservation Service and Allocation Manager.

D.3. Storage management

The availability of disk space, or more generally storage, is a fundamental feature for any distributed system implementation. Applications normally require files to perform their tasks, whether they are data files, configuration files, or simply executable files.

D.4. Licensing, Accounting, and Pricing

The Licensing Service provides the very basic resource controlling feature that protects the system from misuse. It restricts the number of resources that can be used for a certain deployment. The Accounting and Pricing Services, available in the next release of Aneka, are more directly related with billing the user for using the Cloud.

2.5. Execution Services

Execution services identify the set of services that are directly involved in the execution of distributed applications in the Aneka Cloud.

III. APPLICATION DEVELOPMENT

Aneka is a platform for developing applications that leverage Clouds for their execution. It then provides a runtime infrastructure for creating public and private Clouds and a set of abstractions and APIs through which developers can design and implement their applications. More specifically, Aneka provides developers with a set of APIs for representing the Cloud application and controlling their execution, and a set of Programming Models that are used to define the logic of the distributed application itself. These components are part of the Aneka Software Development Kit.

A. The Aneka SDK

The Aneka Software Development Kit contains the base class libraries that allow developers to program applications for Aneka Clouds. The SDK contains a collection of class libraries constituting the Aneka Application Model, and their specific implementations for the supported programming models. The Aneka Application Model defines the properties and the requirements for distributed applications that are hosted in Aneka Clouds. Differently from other middleware implementations Aneka does not support single task execution, but any unit of user code is executed within the context of a distributed application. An application in Aneka is constituted by a collection of execution units whose nature depends on the specific programming model used. An application is the unit of deployment in Aneka and configuration and security operates at application level. Execution units constitute the logic of the applications. The way in which units are scheduled and executed is specific to the programming model they belong to. By using this generic model, the framework provides a set of services that work across all programming model supported: storage, persistence, file management, monitoring, accounting, and security.

B. Programming Models

A programming model represents a way for expressing a distributed application within Aneka. It defines the abstractions used by the user to model their application and the execution logic of these applications as a whole in the Aneka Cloud. Every application that is executed in the Aneka Cloud is expressed in terms of a specific programming model. The current release of Aneka includes three different programming models ready to use for developing applications. These are: Task Programming Model, Thread Programming Model, and Map Reduce Programming Model.

B.1. Task Programming Model

The Task Programming Model provides developers with the ability of expressing bag of tasks applications. By using the Task Model the user can create a distributed application and submit a collection of tasks to Aneka. The submission can be either static or dynamic. The scheduling and execution services will manage the execution of these tasks according to the available resources in the Aneka network. Developers can use predefined tasks that cover the basic functionalities available from the OS shell or define new tasks by programming their logic. With tasks being independent from each other, this programming model does not enforce any execution order or sequencing but these operations have to be completely managed by the developer on the client application if needed. The task programming model is the most straightforward programming model available with Aneka and can be used as a base on top of which other models can be implemented. For example the parameter sweeping APIs used by the Design Explorer rely on the Task Model APIs to create and submit the tasks that are generated for each of the combinations of parameters that need to be explored. More complex models such as workflows can take advantage of this simple and thin implementation for distributing the execution of tasks.

B.2. Thread Programming Model

The Thread Programming Model allows quickly porting multithreaded applications into a distributed environment Developers familiar with threading API exposed by the .NET framework or Java can easily take advantage of the set of compute resources available with Aneka in order to improve the performance of their applications. The Thread Model provides as fundamental component for building distributed applications the concept of distributed thread. A distributed thread exposes the same APIs of a thread in the .NET framework but is executed remotely. Developers familiar with the multi-threaded
applications can create, start, join, and stop threads in the same way in which these operations are performed on local threads. Aneka will take care of distributing and coordinating the execution of these threads.

B.3. Map Reduce Programming Model
The Map Reduce Programming Model is an implementation of Map Reduce as proposed by Google, for .NET and integrated with Aneka. Map Reduce is originated by two functions from the functional language: map and reduce. The map function processes a key/value pair to generate a set of intermediate key/value pairs, and the reduce function merges all intermediate values associated with the same intermediate key. This model is particular useful for data intensive applications. The Map Reduce Programming Model provides a set of client APIs that allow developers to specify their map and reduce functions, to locate the input data, and whether to collect the results if required. Map Reduce is good example for the flexibility of the architecture of Aneka in supporting different programming abstractions supported by the infrastructure.

IV. CLOUD MAINTENANCE AND MONITORING
Aneka provides a platform on top of which it is possible to develop applications for the Cloud. The Software Development Kit addresses all the needs from a development point of view but it is just a part of the feature set required by a Cloud Computing platform. Essential in this case is the support for monitoring, managing, maintaining, and setting up computing clouds. These operations are exposed by the management API and the Platform Abstraction Layer on top of which all the management tools and interfaces have been designed. Of a particular interest are the Management Studio and the web management interfaces. The Management Studio is an important tool for system administrators. It is a comprehensive environment that allows them to manage every aspect of Aneka Clouds from an easy to use graphical user interface. Since Clouds are constituted of hundreds and even thousands of machines both physical and virtual, it is not possible to reach and setup each single machine by hand. Having a tool that allows remote and global management is then a basic requirement. Briefly, the set of operations that can be performed through the Management Studio are the: -Quick setup of computing clouds; -Remote installation and configuration of nodes; -Remote control of containers; -System load monitoring and tuning. Besides the remote control features, which dramatically simplify the management of the Cloud, it is important to notice the support for viewing the aggregate dynamic statistics of Aneka Clouds. This helps administrators to tune the overall performance of the Cloud. It is also possible to probe each single node and collect the single performance statistics: the CPU and memory load information is collected from each container and by inspecting the container configuration it is possible to identify bottlenecks in the Cloud. As the entire framework, the Management Studio has been designed to be extensible: it is possible to add new features and new services by implementing management plug ins that are loaded into the environment and get access to the Cloud.

V. CONCLUSIONS AND FUTURE DIRECTIONS
Aneka is an implementation of the Platform as a Service approach, which focuses on providing a set of APIs that can be used to design and implement applications for the Cloud. The framework is based on an extensible and service oriented architecture that simplifies the deployment of clouds and their maintenance and provides a customizable environment that supports different design patterns for distributed applications. Aneka Container is the minimum unit of deployment for Aneka Clouds and also the runtime environment for distributed applications. The container hosts a collection of services that perform all the operations required to create an execution environment for applications. A programming model is a specific way of expressing the execution logic of distributed applications. It provides some familiar abstractions that developers can use to define the execution flow of applications and its component The development team is now working on providing full support for the elastic scaling of Aneka Clouds by relying on virtualized resources.

VI. REFERENCES
C. Jin, R. Buyya, MapReduce programming model for .NETbased distributed computing, Proc. 15th European Conference on Parallel Processing (Euro-Par 2009), (2009)
R. Buyya, C.S. Yeo, S. Venugopal, J. Broberg, I. Brandic, Cloud Computing and emerging IT platforms: vision, hype, and reality for delivering IT services as the 5th utility, Future Generation of Computer Systems, 25 (2009), 599–616